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EDITORIAL

Constant-Sum Sampling:
An Apology for Statistics’ “Original Sin”

Michael R. Powers’

Mea Culpa

During their first exposure to the basic concepts of probability theory, statistical
postulants often sense a contradiction between the assumption of independent trials in a random
sample, X ,X,,...,X, , and convergence results such as the law of large numbers (LLN):

Forany ! >0, there exists some n, <o such that ‘)_(n — E[Xi ]‘ <€ forall n=n, (with

probability 1).[']
Essentially, the notion that the simple average of the first n trials must converge to a fixed
constant (i.e., the population mean, E [Xl.] ) seems to belie the fact that the outcome of the n"
trial has nothing to do with the previous n —1 trials. How, one might ask, can the average of a
series of random variables be required to become arbitrarily close to E [Xl.] unless the
individual random variables are forced to offset each other in some way? Or more specifically:
How can the LLN be true unless the successive random variables are somewhat negatively
correlated, with a particularly low value of one trial being offset by a relatively high value of a
later one, and vice versa?

Usually, such naive questioning is quickly nipped in the bud by the deft explanations of

an experienced scholastic long before its effects become permanent. However, in some
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refractory cases — including that of the present author — the intuition simply retreats underground,
finding sanctuary in the brain’s subconscious. Then, while the individual’s conscious mind
embraces the orthodox tenets of independence and the LLN, the subconscious surreptitiously
nurtures the view that convergence results must imply negatively correlated trials in a random
sample. After an indefinite period of time — several years, or perhaps even decades — this
apocryphal conviction springs passionately from its cerebral catacomb, potentially causing the
unfortunate soul to engage in such heretical behaviors as: buying talismans to “ward off the evil
eye” (when things are going well) or to “change one’s luck” (when things are going badly); or
more prosaically, betting heavily on “red” (after a long string of “black™) or on “black” (after a
long string of “red”) in casino roulette.
Whence the Heresy?
It is natural to inquire after the source of the intuition that the LLN requires negatively

correlated trials. Clearly, certain specific negative-correlation structures, such as constant

negative first-order serial correlation (in which Corr| X,, X, |=p <0 for [j—i|=1, and
X |=P

Corrt X, X jgz 0 for |j—i|>1), cause the sample mean to converge to the population mean

faster than it does under the assumption of mutually independent random variables.[*] But while
such structures might be used to justify a “law of not-so-large numbers” (LNSLN, which
formally establishes the faster convergence associated with certain types of negative correlation),
they are not needed to justify the LLN. Therefore, it seems reasonable to believe that people
simply confuse the LLN with some sort of LNSLN.

This type of confusion is not difficult to envision because the LLN is asymptotic in
nature, and thus can never truly be experienced in real life. Although most potential LNSLNs

are also asymptotic, there is one particular LNSLN that applies to finite samples, and is not only
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experienceable, but ubiquitous. I will argue that this particular convergence result likely forms
the basis for the intuition of negative correlations.
Constant-Sum Sampling in Primitive Fair Division

Consider a finite sequence of identically distributed random variables, X,,X,,...,X

ny

whose sum is some constant, K= nOE[Xi] . Regardless of the value of Var[X,.] >0, it is easy to

show that Corr [Xi . X ] =—

- <0 forall i # j. In this case, the following LNSLN applies:

For any € >0, there exists some n, <o, independent of ! , such that ‘)_(n - E[Xi]‘ <€
for n=n, (with probability 1).
This constant-sum sampling model is intrinsic to the fair division of limited resources — a
problem that would have been at least as familiar to our primitive human ancestors as it is to us

today.

For example, consider what would have happened when n, =2 cooperative primitive

hunters from Rousseau’s “stag hunt” paradigm (see, e.g., Powers and Shen, 2008) returned to
their village after killing a single deer. Assuming that the carcass had to be divided equally
among the hunters’ respective families, it is immediately obvious (to anyone with even the most
cursory knowledge of cervine anatomy) that this division problem is extremely difficult. Even if

n, = 2, in which case the deer’s exterior bilateral symmetry would have provided a convenient

guide for carving, the animal’s internal asymmetry would have rendered the division of flesh into
truly equal parts — whether according to weight, nutritive value, or some other measure —
somewhat random.

Without delving too deeply into the gory details, let us assume that “weight of edible

flesh” was used as the measure for division, and that a single deer yielded a total of £ pounds.



Letting X, denote the weight allocated to family i, it follows from the constant-sum model

described above that X, X,,...,X are identically distributed random variables with

1y

1
E[X.]= k/n, and Var[X.] >0 forall i, and Corr !-X.,X§= % —— for all i # j. In short,
i 0 i i j no 0/01

each hunter and his family would have been acutely aware that their actual share of the deer
carcass was only approximately equal to their “fair share” (i.e., E [Xl.] ), and that their random

gain [loss] would have subtracted from [added to] the shares of the other families.

Such fair-division problems were ubiquitous in primitive societies.[’] Besides game
meat, other resources that would have required careful partitioning include fruit and vegetable
gatherings, favorable land for housing, and sometimes even human chattel (e.g., captives from
raids on neighboring villages). In each case, the close connection between the negative
correlations of the allocated shares and the convergence of the sample mean to a fixed constant
would have been apparent.

Given the importance to social harmony of a good knowledge of fair division — and
especially the technical skills to make Var[Xl.] as small as possible — a strong intuitive

understanding of the statistical properties of constant-sum sampling would have provided a
natural survival advantage. Thus, we should expect biological evolution to have imprinted
human cognition with, inter alia, an intuitive awareness of the connection between negative
correlations and the convergence of the sample mean.[*] This primeval intuition may be thought
of as statistics’ “original sin” because it provides the fundamental motivation for the heresy of

associating the LLN with negatively correlated trials.
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Constant-Sum Sampling in the Modern World
Naturally, as time went on and human beings became more sophisticated, they invented a
great variety of tools to assist with fair-division problems. In particular, the development and

standardization of weights and measures, as well as the fungibility provided by money,

considerably reduced Var[Xl.] . As technology made the “sampling” process essentially

deterministic (i.e., forced Var[Xl.] arbitrarily close to 0), the impact of the negative correlations

became practically irrelevant[’] in serious matters of fair division.

Although modern human beings occasionally encounter true constant-sum sampling in
informal fair-division settings (such as dividing up birthday cakes and splitting the costs of
eating out), the most important contemporary appearance of this sampling model occurs in
financial investing among different asset classes. Because investors have access to only a
limited number of major asset-class alternatives (i.e., stocks, bonds, commodities, real estate,
cash, etc.), the returns of these distinct classes — or at least linear combinations of certain subsets
of them — tend to be negatively correlated with each other, especially during periods of
substantial market fluctuation (i.e., when investors flee from one asset class to another).

For example, looking specifically at the three months from February 15, 2009 through
May 15, 2009 (the most recent three-month period at the time this editorial went to press), one
finds that the major asset classes separate into two principal subsets, within which all assets are
positively pairwise correlated, and between which all assets are negatively pairwise correlated.
As shown at the “Asset Correlations” website,[°] the first cluster includes Gold and U.S. Bonds,
whereas the second includes Oil, Commodities, Real Estate, and Stocks. Naturally, specific

empirical correlations between asset classes can vary considerably over time. However, the



rough conservation principle imposed by the limited number of asset classes available inevitably
supports a model of constant-sum sampling.

Given the longstanding and ongoing importance of this sampling model, it seems that a
reassessment of the doctrine associating convergence results with negatively correlated trials is
long overdue. While members of the sect of Independent and Identically Distributed (i.i.d.)
Sampling may cry “Heresy!”, this should not deter us. In fact, it is entirely relevant to ask: How
often do i.i.d. models actually arise in real-life applications anyway? Rather than viewing
constant-sum sampling as “original sin,” I believe we should embrace it as an equally worthy —

and perhaps even more beatific — path to asymptotic life.
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['] This is an informal statement of the strong law of large numbers.
Var| X,
< [ ]

1

— 1 Var| X, n—1
[*] This is because Var[Xn]z—z[nVar[Xi]+2(n—l)pVar[Xi]] = [ ’]|:1+2( » )p:| ; , Where
n n
the last term is the variance of the sample mean of n independent and identically distributed random variables.
[*] See Rubin (2003) for a discussion of the prominent role of constant-sum (or equivalently, “zero-sum™) economics
in hunter-gatherer societies.
[*] The interested reader may refer to Powers (2007) and Powers (2009) for further speculative claims of

biological/evolutionary components in the human understanding of risk.

[°] Technically, Corr[Xi,Xj] < 0 remains constant as Var[Xl.] approaches 0; however, this correlation becomes
unimportant as each X, approaches the constant E [X,. ]

[°] See http://www.assetcorrelation.com/user/correlations/90.
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